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Introduction to Privacy 

According to research on the 1990 US Census, 87% of the US population 
is uniquely identifiable by the three attributes of gender, zip code, and 
date of birth.  E.g. Sweeney was able to identify the medical records of 
Gov. Weld (MA) by joining masked medical data and a voters’ list. 
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As more customers use SQL server to amass more data, they will need to 
worry about privacy issues especially within the context of  consumer 
web services and medical data. 

Mask individuals within the data by creating a sanitization point  

between user interface and data 

Privacy Preserving Concept 

The magnitude of the noise is given by the theorem.  If many 

queries f1, f2, … are to be made, noise proportional to ΣiΔfi  
suffices.   For many sequences, we can often use less noise than 

ΣiΔfi .  Note that Δ Histogram = 1, independent of number  

of cells 

Differential Privacy 

Nothing more about an individual can be learned when her  
information is in the dB than when it is not in the dB. 

Many data-mining tasks can be 
written as (few) noisy statistical 
queries such as  
 k-means, 
 association rules,  
 PCA, Perceptron, etc.   
 
Noise is independent of the dB 
size such that privacy is ensured 
but accuracy varies.  The larger 
the dB the higher the accuracy. 

f = maxDB, Me  |f(DB+Me) – f(DB-Me)| 
 

Theorem: To achieve ε-differential privacy,  add scaled  

symmetric noise ∝ exp(-|x| ε/ Δf). 
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k-Means Clustering

True means (leaky)

Noisy means (private)

Pr[ K (DB - Me) = t] 

Pr[ K (DB + Me) = t] 
≤ e

 

 

And to achieve differential privacy…. 

Case Study 

We generated privacy preserving histogram (PPH) applied reports using 
SQL, Analysis Services, and a custom UI.  These reports were then util-
ized by MSN analysts so they could perform analysis and provide feed-
back of the PPH.  A stream of pseudo-random numbers with the correct 
distribution. 

The stream of numbers are 
then applied directly to 
the results. 
 
Presuming the magnitude 
is small, the numbers are 
themselves accurate 
within an acceptable  
margin. 

Customer Feedback 

 In the end, trusting the data allowed the reporting users to accept the 
application of the privacy preserving histogram.   

 The customers that dealt with personally identifiable information 
were  more interested in this concept. 

 Often these customers didn’t even notice the noise applied to the 
data. 

Pr[x] / exp(-|x| ε/ Δf) 

Increasing R = Δf/ε flattens curve 


